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1.0 Introduction
This guide provides tuning guidance for optimal networking performance using an Intel® Ethernet 800 
Series (800 Series) device in Linux environments. It focuses on hardware, driver, and operating system 
conditions and settings that might improve network performance. 

Note: Networking performance can be affected by any number of outside influences. Only the most 
common and dramatic of these are covered in this guide.

2.0 Initial Checklist

2.1 Update Driver/Firmware Versions
Check driver/firmware versions with ethtool -i ethX.

1. Update the ice driver.

Get the latest from:

https://sourceforge.net/projects/e1000/files/ice%20stable/ 

2. Update firmware.

Search the Intel Download Center site for the “Non-Volatile Memory (NVM) Update Utility” specific 
to your adapter:

https://downloadcenter.intel.com/ 

2.2 Read the ice driver README
Check for known issues and get the latest configuration instructions from the README text included in 
the ice driver source package.

2.3 Check System Hardware Capabilities
100 Gb/s and 4x25 Gb/s Ethernet network speeds have minimum CPU and system requirements to 
reach high-performance throughput. In general, a modern server class processor and optimal memory 
configuration for your platform should be sufficient, but the needs can vary depending on your 
workload. All memory channels should be populated to achieve full memory bandwidth. The platform 
BIOS and related kernel settings should be configured for high-performance mode. Verify that your CPU 
and memory configuration is capable of supporting the level of bandwidth required for the intended 
workload. It is also important to understand the architecture of your platform to ensure workloads are 
properly scheduled on cores and nodes local to the networking hardware.

Note: The E810 is a 100 GbE controller. The E810-CQDA2 dual port 100 GbE adapter using this 
controller is not intended to support 2x100 GbE, but rather a single 100 GbE interface with an 
active back-up port. When attempting to use line-rate traffic involving both ports, the internal 
switch is saturated and the combined bandwidth between the two ports is limited to a total of 
100 Gb/s.

Did this document help answer your questions?
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2.4 Check Linux Kernel Version
The performance tuning guidance provided in this document assumes the OS environment is running a 
modern kernel version. 

2.5 Check Kernel Boot Parameters
If Intel® Virtualization Technology for Directed I/O (Intel® VT-d) is enabled in the BIOS, Intel 
recommends that IOMMU be in pass-through mode for optimal host network performance. This 
eliminates DMA overhead on host traffic while enabling Virtual Machines (VMs) to still have the benefits 
of Intel® VT-d. This is accomplished by adding the following line to the kernel boot parameters:

iommu=pt

2.6 Check System Logs for Driver Errors
Check system logs for errors and warnings (/var/log/messages, dmesg).

2.7 Check PCI Express (PCIe) Slot Capabilities
800 Series devices support up to PCIe 4.0 x16 connections and require a minimum of PCIe 3.0 x16 
speeds (x8 for dual port 25G) or PCIe 4.0 x8. Some physical PCIe x16 slots are configured electrically 
as x8 slots. These slots have insufficient bandwidth for full performance with 100G or quad port 25G 
devices. The software device driver detects this situation and writes a message to the system log:

63.008 Gb/s available PCIe bandwidth, limited by 8 GT/s x8 link at 0000:xx:xx.0 
(capable of 252.048 Gb/s with 16 GT/s x16 link)

If this error occurs, move your adapter to a true PCIe v3.0 x16 or greater slot to avoid performance 
issues.

2.8 Ensure DDP Package is Loading Properly
Ensure that the driver reports the presence and successful load of the Dynamic Device Personalization 
(DDP) package file. In the event of a DDP package load error, the device defaults to safe mode and 
many performance features are unavailable.

The DDP package was successfully loaded: ICE OS Default Package version X.X.X.X

If there are errors related to loading the DDP package, it will cause performance issues. For 
troubleshooting steps, refer to the Intel® Ethernet Controller E810 Dynamic Device Personalization 
(DDP) Technology Guide (https://cdrdv2.intel.com/v1/dl/getContent/617015) 

Did this document help answer your questions?

https://cdrdv2.intel.com/v1/dl/getContent/617015
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3.0 Baseline Performance Measurements and Tuning 
Methodology

3.1 General Performance Tuning Methodology
Focus on one tuning change at a time so you know what impact each change makes to your test. The 
more methodical you are in the tuning process, the easier it is to identify and address the causes of 
performance bottlenecks. 

3.2 Network Performance Benchmarks
Before beginning any tuning exercise, it is important to have a good baseline measurement of your 
network performance. In addition to an initial assessment of your specific application/workload 
performance, it is a good idea to also use standard network performance micro-benchmarks to verify 
that the network device is in a good state.

To benchmark interface speeds of 25 Gb/s and higher, it is common to require that multiple traffic 
threads utilize the connection. The following subsections provide examples of common 
micro-benchmarks that are known to work well.

3.2.1 iperf2

Intel recommends iperf2 over iperf3 for most benchmarking situations due to the ease of use and 
support of multiple threads in a single application instance. Intel recommends running with the -P 
option with 2-4 threads for 25G connections and around 6-8 threads for 100G connections. 

Server command example:

iperf2 -s

Client command example:

iperf2 -c ${serverIP} -P 12

3.2.2 iperf3

If iperf3 used, multiple instances of the application are required to take advantage of the 
multi-threads, RSS, and hardware queues. Intel recommends running with the 2-4 application sessions 
for 25G connections and around 6-8 sessions for 100G connections. Each session should specify a 
unique TCP port values using the -p option.

Server command example:

iperf3 -s -p <port> &

Client command example:

iperf3 -c X.X.X.X -p <port> &

Did this document help answer your questions?
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3.2.3 netperf

The netperf tool is strong choice for both throughput and latency testing.

The TCP_STREAM test in netperf measures the throughput capabilities of the device.

Server command example:

netserver

Client command example:

netperf -t TCP_STREAM -l 30 -H <x.x.x.x>

The TCP_RR test in netperf returns latency in a value of transactions/second. This is a round-trip 
number. It is recommended to use the -T x,x option, were “x” is CPU local to the device. 

The one-way latency can be calculated using: Latency(usec)=(½)/[Transactions/sec]*1,000,\ 

Server command example:

netserver

Client command example:

netperf -t TCP_RR -l 30 -H <x.x.x.x> -T x,x

Did this document help answer your questions?

https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=0
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4.0 Performance Troubleshooting

4.1 CPU Utilization
Check CPU utilization per core while workload is running. 

Note: Utilization per core is more relevant to performance than overall CPU utilization, since it 
provides an idea of the CPU utilization per network queue. 

If you have only a few threads running network traffic, you might only have a few cores being used. 
However, if those cores are at 100%, your network throughput is likely limited by CPU utilization and it 
is time to:

• Tune IRQ moderation/ring size as detailed in Section 5.6.

• Increase the number of application threads to spread out the CPU load over more cores. If all cores 
are running at 100%, your application might be CPU bound rather than network bound.

Commonly available tools:

• top 

1. Press 1 to expand list of CPUs and check which ones are being used.

2. Notice level of utilization.

3. Notice which processes are listed as most active (top of list).

• htop 

Great tool for visualizing utilization across all cores.

• mpstat 

The following example command line was tested on Red Hat Enterprise Linux 7.x. It displays CPU 
utilization per core (by finding the total percent idle and subtracting from 100) and highlights the 
values above 80% in red.

mpstat -P ALL 1 1 | grep -v Average | tail -n +5 | head -n -1 | awk '{ print (100-
$13)}' | egrep -- color=always '[^\.][8-9][0-9][\.]?.*|^[8-9][0-9][\.]?.*|100|' | 
column

• perf 

The perf tool is very helpful in finding what components might be causing high resource utilization 
during performance testing. It can be run during a workload to generate a report that can give 
guidance for further investigation. 

— To start recording during benchmark or workload:

perf record -a <benchmark command>

— To generate a report from the recorded perf data:

pref report

Did this document help answer your questions?

https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=0
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4.2 ice Counters
The ice driver provides a long list of counters for interface debug and monitoring through the 
ethtool -S ethX command. It can be helpful to watch the output while a workload is running and/or 
compare the counter values before and after a workload run. 

When debugging performance issues it is often helpful to compare the output of these counters before 
and after running a workload. 

• To get a full dump of ice counters:

ethtool -S ethX

• To watch just non-zero counters:

watch -d ethtool -S ethX | egrep -v :\ 0 | column

Some things to look for:

• rx_dropped means CPU not servicing buffers fast enough.

• rx_dropped.nic can indicate that resource limitations in the slot/memory/system.

Check netstat -s before/after a workload run.

the netstat tool collects network information from all network devices in the system, so results might 
be impacted from other networks other than your network under test. However, the output from 
netstat -s can be a good indicator of performance issues in the Linux operating system or kernel. 

Consult operating system tuning guides, such as the Red Hat Enterprise Linux Network Performance 
Tuning Guide, for more insight on general operating system tuning:

Note: The following might require an active Red Hat subscription to view.

https://access.redhat.com/articles/1391433 

and

https://access.redhat.com/documentation/en-us/red_hat_enterprise_linux/7/pdf/
performance_tuning_guide/red_hat_enterprise_linux-7-performance_tuning_guide-en-
us.pdf 

4.3 Intel Unified Driver Statistics
Intel also offers a new framework by which statistics gathered by ethtool or similar tools utilize a 
common naming scheme for Intel Ethernet Linux drivers. When one utilizes ethtool to read information 
from an Ethernet device, such as statistics, the driver returns a buffer with the strings for the various 
statistics. There is no standard naming convention for these statistics. Many variations exist between 
the various Intel Ethernet devices. For these reasons and more, a common statistics naming scheme 
has been created. 

Find more information on these statistics here:

https://sourceforge.net/p/e1000/wiki/UnifiedStats/ 

Did this document help answer your questions?

https://access.redhat.com/documentation/en-us/red_hat_enterprise_linux/7/pdf/performance_tuning_guide/red_hat_enterprise_linux-7-performance_tuning_guide-en-us.pdf 
https://sourceforge.net/p/e1000/wiki/UnifiedStats/
https://access.redhat.com/articles/1391433
https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=0
https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=1
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5.0 Tuning ice Driver Settings

5.1 IRQ Affinity
Configuring IRQ affinity to ensure interrupts for the hardware Tx/Rx queues are affinitized to proper 
CPU cores can have a huge impact on performance, particularly in multi-thread workloads. Proper 
queue affinitization is even more important when configurations include multiple high-speed ports. Intel 
has a utility to configure IRQ affinity, the set_irq_affinity script, which is included with ice source 
package.

The efficiency benefit if pinning to local CPUs versus all cores varies between different workloads. 

Using the set_irq_affinity script from the ice source package (recommended):

• To use all cores:

<path-to-ice-package>/scripts/set_irq_affinity -X all ethX

• To use only cores on the local NUMA socket:

<path-to-ice-package>/scripts/set_irq_affinity -X local ethX

• You can also select a range of cores. Avoid using cpu0 because it runs timer tasks.

<path-to-ice-package>/scripts/set_irq_affinity -X 1-8,16-24 ethX

Note: The affinity script enables Transmit Packet Steering (XPS) as part of the pinning process when 
the -X option is specified. When XPS is enabled it is recommended to disable irqbalance, as 
the kernel balancer with XPS can cause unpredictable performance. The affinity script 
disables XPS when the -X option is specified. Disabling XPS and enabling symmetric queues is 
beneficial for workloads where best performance is achieved when Tx and Rx traffic get 
serviced on the same queue pair(s). For more details, see Section 5.3, “Transmit and Receive 
Queue Alignment”.

The effect of the irqbalance in your configuration depends on the workload and platform configuration. 
However, when irqbalance is enabled it can cause unpredictable performance measurements, as the 
kernel can move work to different cores. 

Disabling user-space IRQ balancer to enable queue pinning:

systemctl disable irqbalance
systemctl stop irqbalance

Manually configuring IRQ affinity:

• Find the processors attached to each node using:

numactl --hardware
lscpu

• Find the bit masks for each of the processors:

Assuming cores 0-11 for node 0: [1,2,4,8,10,20,40,80,100,200,400,800]

• Find the IRQs assigned to the port being assigned:

grep ethX /proc/interrupts

and note the IRQ values. For example, 181-192 for the 12 vectors loaded.

Did this document help answer your questions?

https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=0
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• Echo the SMP affinity value into the corresponding IRQ entry. Note that this needs to be done for 
each IRQ entry:

echo 1 > /proc/irq/181/smp_affinity
echo 2 > /proc/irq/182/smp_affinity
echo 4 > /proc/irq/183/smp_affinity

Showing IRQ affinity:

• To show the IRQ affinity for all cores:

<path-to-ice-package>/scripts/set_irq_affinity -s ethX

• To show only cores on the local NUMA socket:

<path-to-ice-package>/scripts/set_irq_affinity -s local ethX

• You can also select a range of cores:

<path-to-ice-package>/scripts/set_irq_affinity -s 0-8,16-24 ethX

Note: The set_irq_affinity script supports the -s flag in ice driver version 1.6.X and later. 

5.2 Tx/Rx Queues
The default number of queues enabled for each Ethernet port by the driver at initialization is equal to 
the total number of CPUs available in the platform. This works well for many platform and workload 
configurations. However, in platforms with high core counts and/or high Ethernet port density, this 
configuration can cause resource contention. Therefore, it might be necessary in some cases to modify 
the default for each port in the system.

It is recommended in these cases to reduce the default queue count for each port to no more than the 
number of CPUs available in the NUMA node local to the adapter port. In some cases, when attempting 
to balance resources on high port count implementations, it might be necessary to reduce this number 
even further. 

• To modify queue configuration:

The following example sets the port to 32 Tx/Rx queues:

ethtool -L ethX combined 32

Example output: 

ethtool -l ethX
Channel parameters for ethX:
Pre-set maximums:
RX:             96
TX:             96
Other:          1
Combined:       96
Current hardware settings:
RX:             0
TX:             0
Other:          1
Combined:       32

Did this document help answer your questions?

https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=0
https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=1
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5.3 Transmit and Receive Queue Alignment
Having Tx/Rx queue alignment can be helpful in some configurations such as some multi-threaded 
workloads or busy polling environments where it is not possible to pin the threads to a CPU. The 
set_xps_rxqs script is designed to align the Tx queue based on the Rx queue(s) map. This is done by 
configuring Rx queue(s) map per Tx queue via sysfs. This Rx queue(s) map is used during selection of 
Tx queue in the data path.

The performance benefit of aligning Tx/Rx queues varies between different workloads. 

Using the set_xps_rxqs script from the ice source package:

<path-to-ice-package>/scripts/set_xps_rxqs ethX

5.4 Transmit Balancing
The 800 Series devices allow you to enable a Transmit Balancing feature to improve transmit queue 
fairness under certain conditions. When the feature is enabled, you should experience more consistent 
transmit performance across queues and/or PFs and VFs.

The default Tx queue assignment is allocated in groups of eight at the highest layer and eight VFs per 
parent node at the VSI layer. Tx operations are scheduled at each layer across each of the nodes in the 
layer.

Example tree with Tx Balancing feature disabled (default), using a single E810 port with 80 queues.

• Minimum guaranteed bandwidth is equally allocated based on the grouping at each layer.

• Maximum bandwidth depends on location of adjacent threads.

With the Transmit Balancing feature enabled, the Tx tree architecture is flattened to allow up to 512 
queues allocated to the highest level and up to 64 VFs in a parent node. This change does not reduce 
the overall number of queues the device supports.

Figure 1. Default Tx Tree

Did this document help answer your questions?

https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=0
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Example tree with Tx Balancing feature enabled, using a single E810 port with 80 queues.

• Minimum guaranteed bandwidth is equally allocated across all queues.

• Maximum bandwidth depends on location of adjacent threads.

By default, transmit balancing is disabled in the NVM. Enabling the transmit balancing feature is 
recommended in environments where highly-scaled workloads are present and uneven transmit 
performance is seen between threads or VM groups. Not all configurations and workloads see the same 
benefit from enabling Tx Balancing, as the feature is highly dependent on the number of tx queues, how 
they get mapped out by the default Tx tree scheduler, workload and TX traffic flows, HT on/off, VFs, and 
so on. If uneven Tx bandwidth is observed in your environment, it is recommended to enable the 
transmit balancing feature to see if it helps with more even distribution of Tx traffic flows.

To enable the transmit balancing feature, use one of the following methods to persistently change the 
setting for the device:

• Use the Ethernet Port Configuration Tool (EPCT) to enable the tx_balancing option. Refer to the 
EPCT README file for more information.

• Enable the Transmit Balancing device setting system BIOS or in UEFI HII.

• Enable transmit balancing via Linux devlink command (see below).

When the driver loads, it reads the transmit balancing setting from the NVM and configures the device 
accordingly.

Figure 2. Tx Balancing Enabled

Did this document help answer your questions?

https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=0
https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=1


636781-002 15

Intel® Ethernet 800 Series
Linux Performance Tuning Guide

Notes:

• The user selection for transmit balancing in EPCT, system BIOS, HII, or Linux devlink is a 
persistent setting in the firmware of the device.

• You must reboot the system for the selected setting to take effect.

• This setting is physical interface (PF) specific.

• The driver, NVM, and DDP package must all support this functionality to enable the feature. If 
an earlier version of the driver or NVM are installed that do not support the Tx Balancing 
feature, the firmware loads the default settings (with transmit balancing disabled). 

Requirements:

• Kernel with devlink params support

• 800 Series network adapter

• E810 NVM v4.00 or later

• ice driver version 1.9.11 or later

Configuration:

• To set the transmit balancing feature via devlink:

devlink dev param set <pci/D:b:d.f> name txbalancing value <setting> cmode   
permanent

Where: 

— <pci/D:b:d.f> is the PCI address of the PF.

— <setting> is true to enable transmit balancing, or false to disable transmit balancing.

• To show the current transmit balancing setting:

devlink dev param show [ <pci/D:b:d.f> name txbalancing ]

• To view the device's transmit queue topology:

1. Clear dmesg:

dmesg -C

2. Get the Tx tree specific device port using the PCI address xx:xx.x. Use ethtool -i to find PCIe 
bus details for the port.

echo get scheduling tree topology > /sys/kernel/debug/ice/0000:xx:xx.x/command

3. Pipe dmesg to output.txt:

dmesg > output.txt

The specific output depends on the VSI instances that have been configured in your 
environment. Note the values of the Node, Parent, and num_children. With the default 
configuration the num_children max allocation is eight per parent. With the feature enabled, 
the limit is 512.

grep Node output.txt

Did this document help answer your questions?

https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=0
https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=1


Intel® Ethernet 800 Series
Linux Performance Tuning Guide

16 636781-002

5.5 Interrupt Moderation
Adaptive interrupt moderation is on by default and is designed to provide a balanced approach between 
low CPU utilization and high performance. While the default adaptive moderation rates works well for 
most conditions, for some workloads manual interrupt rates can show improved performance.

• To turn off adaptive interrupt moderation:

ethtool -C ethX adaptive-rx off adaptive-tx off

• To turn on adaptive interrupt moderation (default):

ethtool -C ethX adaptive-rx on adaptive-tx on

Note: ITR rates are dynamic for each Tx/Rx queue when adaptive is enabled. They are static 
globally when adaptive is off. Refer to the driver README for more detail on static tuning ITR 
values on a per-queue basis. 

When disabling adaptive interrupt moderation, a value for receive and transmit rates must be specified. 
The value can range from 0-236 (0=no limit) microseconds, providing an effective range of 4,237 to 
250,000 interrupts per second. A good place to start for general tuning is 80 s, or ~12,500 interrupts 
per second. 

• To set interrupt moderation to a fixed interrupt rate of 80 s (12,500 interrupts per second):

ethtool -C ethX adaptive-rx off adaptive-tx off rx-usecs 80 tx-usecs 80

If rx_dropped counters increase during traffic (using ethtool -S ethX), you probably have too slow of a 
CPU, not enough buffers from the adapter's ring size (ethtool -G), or too low of an interrupt rate. If 
you are not maxed out on CPU utilization, you can increase the interrupt rate by lowering the ITR value. 
This uses more CPU, but services buffers faster, and requires fewer descriptors (ring size, ethtool -G).

If your CPU utilization is too high or at 100%, increasing the interrupt rate is not advised. In certain 
circumstances, such as a CPU bound workload, you might want to reduce the interrupt rate by 
increasing the Tx/Rx s value to enable more CPU time for other applications.

If you require the lowest latency performance and/or have plenty of CPU to devote to network 
processing, you can disable interrupt moderation entirely, which enables the interrupts to fire as fast as 
possible.

• To disable interrupt moderation completely:

ethtool -C ethX adaptive-rx off adaptive-tx off rx-usecs 0 tx-usecs 0

Note: When running with interrupt moderation disabled, the interrupt rate on each queue can be 
very high. Consider including the rx-usec-high parameter to set an upper limit on interrupt 
rate. The following command disables adaptive interrupt moderation and allows a maximum 
of 5 microseconds before indicating a receive or transmit was complete. Instead of resulting 
in as many as 200,000 interrupts per second, it limits total interrupts per second to 50,000 
via the rx-usecs-high parameter.

# ethtool -C <ethX> adaptive-rx off adaptive-tx off rx-usecs-high 20 
rx-usecs 5 tx-usecs 5

Did this document help answer your questions?
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5.6 Ring Size
If packet drops are seen in ethtool -S ethX counters (rx_dropped, rx_dropped.nic) or there is 
suspected cache pressure with multiple queues active, try adjusting the ring size from the default 
value. 

• To check the current values:

ethtool -g ethX

If it is suspected that buffer space allocation is causing packet drops at the current interrupt rate, you 
might try raising or lowering the values to check for improvement. Then, continue a binary search until 
you achieve optimal performance.

If cache pressure is suspected (with many queues active) reducing buffers from default can help Intel® 
Data Direct I/O (Intel® DDIO) operate more efficiently. Intel recommends trying 256 or 512 per queue, 
being aware that an increase in interrupt rate via ethtool -C might be necessary to avoid an increase in 
rx_dropped rate.

• To set ring size to a fixed value:

ethtool -G ethX rx 256 tx 256

5.7 Flow Control
Layer 2 flow control can impact TCP performance considerably and is disabled by default in the driver. 
This is the recommended setting for most workloads. A potential exception is very bursty traffic, where 
the bursts are not long in duration, which might result is packet drops.

• To enable flow control:

ethtool -A ethX off rx on tx on

• To disable flow control:

ethtool -A ethX rx off tx off

Note: You must have flow control configured on a capable link partner to successfully enable flow 
control on the adapter.

Note: Data Center Bridging (DCB) and Priority Flow Control (PFC) are other methods of controlling 
packet rates and can impact performance. However, these are outside of the scope of this 
document

Did this document help answer your questions?
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5.8 Jumbo Frames
When the expected traffic environment consists of large blocks of data being transferred, it might be 
beneficial to enable the jumbo frame feature. Jumbo Frames support is enabled by changing the 
Maximum Transmission Unit (MTU) to a value larger than the default value of 1500. This allows the 
device to transfer data in larger packets within the network environment. This setting might improve 
throughput and reduce CPU utilization for large I/O workloads. However, it might impact small packet or 
latency-sensitive workloads.

Note: Jumbo frames or larger MTU setting must be properly configured across your network 
environment.

Use the ifconfig command to increase the MTU size. For example, enter the following, where <ethX> is 
the interface number:

ifconfig <ethX> mtu 9000 up

Alternatively, you can use the ip command as follows:

ip link set mtu 9000 dev <ethX>
ip link set up dev <ethX>

Did this document help answer your questions?

https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=0
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6.0 Platform Tuning (ice Non-Specific)

6.1 BIOS Settings
Enable Intel® VT-d for virtualization workloads.

Hyper threading (logical processors) can affect performance. Experiment with on or off for your 
workload.

6.2 Platform Power Management
Platform-level power management can impact performance, particularly in low latency workloads. If 
performance is a higher priority than power consumption, it is recommended to experiment with 
modifying the CPU power management settings. There are many different ways to modify power 
management, through operating system tools, BIOS settings, and kernel boot parameters. Choose the 
best method and level to suit your environment.

6.2.1 CPU Package C-State Control

Disabling CPU Package C6 state entry can improve network performance. However, this increases 
power usage.

Some methods to check and control C-state entry within your OS are:

• Use the cpupower command to check and disable CPU C6 state:

Check: 

cpupower monitor or cpupower idle-info

Disable C6: 

cpupower idle-set -d3

• Another method is to utilize the tuned tool (included with many Linux distributions) to set a 
performance profile. These profiles modify several OS settings that can affect performance across 
many applications. It has been found that the network-throughput profile provides improvement to 
most workloads. 

Check: 

tuned-adm active

Set: 

tuned-adm profile network-throughput

Did this document help answer your questions?
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6.3 CPU Frequency Scaling
CPU frequency scaling (or CPU speed scaling) is a Linux power management technique in which the 
system clock speed is adjusted on the fly to save power and heat. Just like C-states, this can cause 
unwanted latency on network connections.

• The cpupower tool can also be used to check and modify CPU performance defaults and limits:

Check: 

cpupower monitor or cpupower frequency-info

Set CPUs to performance mode: 

cpupower frequency-set -g performance

Note: Modifications to CPU frequency limits can have an impact to many workloads and might 
disable other features, like CPU turbo mode.

6.4 Additional Power Management Guidance
Additional details are provided in this high-level overview of many of the power management features 
in the 3rd Generation Intel® Xeon® Scalable processors, as well as guidance on how these features can 
be integrated at a platform level:

https://networkbuilders.intel.com/solutionslibrary/power-management-technology-overview-
technology-guide 

Did this document help answer your questions?

https://networkbuilders.intel.com/solutionslibrary/power-management-technology-overview-technology-guide
https://networkbuilders.intel.com/solutionslibrary/power-management-technology-overview-technology-guide
https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=0
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7.0 Operating system Tuning

7.1 Firewalls
Firewalls can impact performance, particularly latency performance. 

Disable iptables/firewalld if not required.

7.2 Application Settings
Often a single thread (which corresponds to a single network queue) is not sufficient to achieve 
maximum bandwidth. Experiment with increasing the number of threads used by your application if 
possible.

Consider using tools like taskset or numactl to pin applications to the NUMA node or CPU cores local 
to the network device. For some workloads such as storage I/O, moving the application to a non-local 
node provides benefit.

7.3 Kernel Version
Most modern in-box kernels are reasonably well optimized for performance. However, depending on 
your use case, updating the kernel might provide improved performance. Downloading the source also 
enables you to enable/disable certain features before building the kernel.

7.4 Kernel Settings
Kernel network stack, memory handler, CPU speed, and power management parameters can have a 
large impact on network performance. A common recommendation is to apply the network throughput 
profile using the tuned command. This modifies a number of OS settings to provide preference to 
networking applications. 

Check: 

tuned-adm active

Set: 

tuned-adm profile network-throughput

Did this document help answer your questions?
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8.0 Recommendations for Common Performance 
Scenarios

8.1 IP Forwarding
• Update the kernel.

Some recent in-distro kernels have degraded routing performance due to kernel changes in the 
routing code starting with the removal of the routing cache due to security. Recent out-of-distro 
kernels should have patches that alleviate the performance impact of these changes and might 
provide improved performance.

• Disable hyper-threading (logical cores).

• Edit kernel boot parameters (useful for older kernels):

— Force iommu off (intel_iommu=off or iommu=off) from the kernel boot line unless required 
for virtualization.

— Turn off power management:

processor.max_cstates=1 idle=poll pcie_aspm=off

• Limit number of queues to be equal to the number of cores on the local socket (32 in this example).

ethtool -L ethX combined 32

• Pin interrupts to local socket only (script packaged with ice driver source).

set_irq_affinity -X local ethX

• Enable symmetric queuing to align Tx/Rx queues (script packaged with ice driver source).

set_xps_rxqs ethX

• Change the Tx and Rx ring sizes as needed, matching Rx/Tx values typically improves forwarding 
performance.

ethtool -G ethX rx 512 tx 512 

• Disable adaptive interrupt moderation and set a static value.

ethtool -C ethX adaptive-rx off adaptive-tx off ethtool -C ethX rx-usecs 64 
tx-usecs 64

• Disable the firewall.

sudo systemctl disable firewalld sudo systemctl stop firewalld

• Enable IP forwarding.

sysctl -w net.ipv4.ip_forward=1

Did this document help answer your questions?

https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=0
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8.2 Low Latency
• Turn hyper-threading (logical cores) off.

• Turn irqbalance off.

systemctl stop irqbalance

or, to make the change permanent: 

systemctl disable irqbalance

• To enable busy poll.

sysctl -w net.core.busy_poll=50

sysctl -w net.core.busy_read=50

• Limit number of queues to be equal to the number of cores on the local socket (32 in this example).

ethtool -L ethX combined 32

• Pin interrupts to local socket only (script packaged with ice driver source).

set_irq_affinity -X local ethX

• Enable symmetric queuing to align Tx/Rx queues (script packaged with ice driver source).

set_xps_rxqs ethX

• Turn off interrupt moderation.

ethtool -C ethX adaptive-rx off adaptive-tx off rx-usecs 0 tx-usecs 0

• Use an established benchmark like: 

netperf -t TCP_RR

or 

netperf -t UDP_RR

• Pin benchmark to a single core in the local NUMA node.

taskset -c <cpu>

8.3 Related Performance Topics

8.3.1 DPDK

The Data Plane Development Kit (DPDK) is a framework comprised of various userspace libraries and 
drivers used for packet processing. More information can be found at dpdk.org 

Refer to the Intel® Ethernet Controller E810 Data Plane Development Kit (DPDK) 22.03 Configuration 
Guide for additional details:

https://cdrdv2.intel.com/v1/dl/getContent/724057 

DPDK Performance Reports can be found here:

http://core.dpdk.org/perf-reports/ 

Did this document help answer your questions?

dpdk.org
http://core.dpdk.org/perf-reports/
https://cdrdv2.intel.com/v1/dl/getContent/724057
https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=0
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8.3.2 ADQ

Application Device Queues (ADQ) provide increased application response time predictability, lower 
latency, and higher throughput for enabled high-priority applications by allowing users to dedicate one 
or more queues to a specific application.

Refer to the Intel® Ethernet Controller E810 Application Device Queues (ADQ) Configuration Guide for 
additional details:

https://cdrdv2.intel.com/v1/dl/getContent/609008 

Did this document help answer your questions?

Intel® Ethernet Controller E810
Application Device Queues (ADQ) Configuration Guide
https://onsite2.researchintel.com/xsurvey/22JT029/feedback.ashx?did=8675309&fid=0
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